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Abstract

To support desktop meetings that use workstations connected to a high-
speed network, we adopt software agents that negotiate on their users’ behalf
to arrange a meeting at a time convenient for all attendees. Our meeting
system Socia was implemented with desktop vision agents, which employ
the following facilities:

o Non-committed meeting scheduling, wherein the agents do not commit
to any plan, and thus do not govern their users’ schedule.

e Human behavior recognition, wherein the agents can discern if a hu-
man is in front of the computer and recognize their behavior, such as
presence, absence etc.

Each vision agent consists of several processes, such as schedule manage-
ment, conferencing tool management, and face recognition, and adaptively
controls the scheduling process. Users can hold meetings using multimedia-
conferencing tools, nv and vat, in this system.
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1 INTRODUCTION

Recent drastic advances in telecommunication networks have enabled a new class
of human organization, the teleorganization [7], which differs from any existing
organization in the following points.

e The organization is virtual and remote in the sense that people do not actu-
ally shake hands. The organization is easy to create using telecommunication
networks.

e People can join multiple organizations at the same time in a time-sliced
fashion. Mouse clicking allows people to navigate from one organization
to another. As a result, multiple organizations are threaded and proceed
simultaneously for each person.

e The organization can involve people who may not know each other. Since
no supervisor exists, organizational protocols based on mutual selection
mechanisms[4][8][10] have to be provided for creating and maintaining a sat-
isfying organization.

Suppose humans are required to organize/reorganize the groups by themselves.
Since teleorganizations will appear and disappear more dynamically than conven-
tional organizations, the overhead incurred to establish and maintain the organi-
zations is excessive. To enjoy the recent advances in telecommunications, an agent
network is needed to help people create organizations efficiently.

In this research, we look into desktop meetings, where humans communicate
with each other sitting at their workstations connected to a high-speed network,
and send video images and voice using multimedia-conferencing tools[3][5]. In
this scenario, the participants of the meeting, or at least two of them, have to be
synchronized, yet it is cumbersome if the participants must arrange the meetings
using E-mail or telephone. If they start “calling up” other people who cannot or
do not want to join the meeting, the callees’ annoyance will be larger than that
caused when the contact is made via telephone because of the video link established
and the occupation of their workstations. As one solution to this problem, they
can have their agents in their workstations arrange the meeting at a mutually
acceptable time before they actually meet.

As the first step towards the agent network, we implemented a desktop meeting
environment named Socia. In this paper, we introduce Socia from the viewpoint of
meeting scheduling. We discuss the communication protocol used in Socia which is
called non-committed scheduling. Functions that recognize the behavior of humans
well extend the utility of scheduling. We thus introduce desktop vision agents,
which acquire users’ status and adaptively control the scheduling process.



2 WHY NON-COMMITTED SCHEDULING

Two different types of teleconferences are currently available. One extreme is the
E-mail conference, wherein people sit down in front of their own workstations
and discuss the same topic by sending/receiving a series of E-mail messages. The
participants of the conference are never synchronized: no schedule is required
to connect the humans. Usually, for each person, multiple conferences proceed
simultaneously. The conferences are slashed into units of 5 to 10 minutes, and
accessed in a time-sliced fashion.

The other extreme is the wideo room conference, where people must travel
a local site that contains the required video equipment. Since the conference
room is distributed among different locations, the video room conference requires
more careful scheduling than conventional conferences. The conference is usually
completed in several hours to at most several days. Since all participants share
the same time, the conference occupies their time completely from the beginning
to the end.

Now the situation allows people to communicate with sitting at their work-
stations. Since the high-speed network is available, people can send voice and
video. If their schedules match, more than two people can have a conference by
interacting between their displays. This desktop conference lies somewhere be-
tween the E-mail and the video room conferences. The participants may not be
fully synchronized because not all of them have to meet at once. Therefore, the
desktop conference can have multiple threads as in the E-mail conference, and par-
ticipants are partially synchronized. Unlike the video room conference, because of
the dynamic property of the desktop conference, online scheduling is appropriate.

In this research, we chose to use agents which act on behalf of their users in the
network. In this scenario, each user has his/her own agent, which knows the user’s
preferences, schedule, and other information. Then, by exchanging the information
derived from the facts known, the agents synchronize their users.

The agents proposed in previous works on meeting scheduling usually have the
following behavior:

o Each agent has access to its user’s calendar and knows when he/she can
attend meetings and when he/she cannot.

o If there is a meeting to be scheduled, the agents of the meeting participants
exchange information to arrive at an agreement on what time to start the
meeting.

e When the time to start the meeting is agreed by all the agents, they enter
this time into the users’ calendars; the assumption is that the users will
follow the schedule as agreed.

For example, Sen and Durfee discussed DMS (distributed meeting scheduling)
as an allocation problem of distributed resources [9], and evaluated the perfor-
mance of their protocol based on a multi-stage negotiation protocol [1]. In their
model, meeting scheduling proceeds as follows:



1. Fach meeting has a particular agent which is responsible for scheduling it
called host, which is the agent of one user. When meeting scheduling is ini-
tiated, the host agent contacts other attendees of the meeting called invitees
to announce the meeting.

2. Each invitee sends back a bid, which includes information such as the time
when that user can attend the meeting, to the host. After collecting the
bids from the invitees, the host decides what time is acceptable to anyone
involved in the meeting.

3. After scheduling is finished, each agent reserves the period (time slots) on
its calendar.

This kind of approach, however, has its own difficulties. To enable the agents
to control their users’ calendar, the users are assumed to follow the schedule the
agents make. Even though users can tell their own agents their preference, they
have no or little control over the final decision. If they want to change the decision,
they have to discard the whole result and initiate a totally new scheduling process.

To avoid this disadvantage, we introduce the notion of non-committed schedul-
ing. We prevent the agents from committing to a date. Instead, our agent system
exchanges messages in a continual fashion, waits for all of users agree on when to
start the meeting, and makes suggestions to them such as “You cannot start the
meeting until noon,” “You will lose the chance to hold the meeting if you don’t
just now,” and so on. In this way, users are not forced to attend the meeting until
they give their consent.

3 EVALUATING UTILITIES OF USERS

To give our meeting system the behavior discussed above, we propose a protocol
named non-committed scheduling. The difference between this protocol and the
one described in [9] is whether agents commit to a schedule or not. In this section,
we discuss the concepts used in non-committed scheduling and then describe the
flow of messages in this protocol.

In the framework of non-committed scheduling, each user has an agent that
knows his/her schedule and current state. Here we define the concepts of calendars
and meetings as used by agents.

Calendar

The calendar of an agent consists of time slots, which are represented as pairs of
a date D and a time slot number 7"

t=(D,T)

where

D € {DsaDs+la"'aDe}
Te{1,2,...,L}



e D, is the starting date of the calendar.
e D, is the ending date of the calendar.

e [ is the number of work time slots per day.

In this paper we assume that the length of a time slot is of the order of five
minutes.

Meeting

When an agent evaluates a meeting ¢, the following set of five values are used.
<Ai7 hia lia GPM GU2>
where

o A, is the set of attendees 1.

o h; € A; is the attendee hosting the meeting 2.

o [; is the required length of the meeting ¢ in time slots.
o (P,(t) is the group probability of the meeting ¢.

o GU,(t) is the group utility of the meeting :.

We discuss the meanings of the last two values below.

Utilities
To provide agents with a basis of their decision making, we propose the following

two values. Agents exchange these values and take actions to maximize the utility
of the group as a whole.

o [P;;(t): Individual Probability

The probability that user j agrees to attend meeting ¢ at time ¢. This value
is calculated by the agent of user j, based on the user’s schedule, the user’s
current status, actions taken by the user in the past, etc.

o [U;;(t): Individual Utility

The utility that user j gets when meeting ¢ starts at time ¢, This value is
calculated based on the user’s preference given by the user him/herself. Here

we define the range of 1U;;(t) to be 0 < IU;(t) < 1.



1U;;(t) and IP;;(t) are values specific to each user, and often vary from person
to person. For example, user 7; has no appointment at 2pm, so it is the best time
for him/her to start the desktop meeting. User j,, unfortunately, has another
important meeting to attend at that time. Therefore, the agents have to derive an
acceptable time for all attendees by merging these values.

In non-committed scheduling, this merging process is done in the following way.

1. The host agent of the meeting collects IU,;(t) and I P;;(t) from each invitee’s
agent.

2. The host agent merges these values into two values, Group Probability G P;;(t)
and Group Utility GU;;(t), using the following formula.

3. After the host agent calculates G'P;;(t) and GU,;(t), it sends these values
back to each agent.

As shown in the formula, we applied the geometrical average IU;;(t), even
though the sum or arithmetical average could also be used. This is because, among
these three, the geometrical average can be considered “fairer” than the other two.
Suppose that two agents try to schedule a meeting, and for a certain time ¢ their
1U;;(t) values are 0.0 and 1.0, respectively. In this case, the arithmetical average
is 0.5, which is the same value when both of them have the same IU;;(t) of 0.5,
while the geometrical average is 0. From the view point of “mutual” selection the
latter is more desirable .

Using the two group parameters, each agent “advises” its user to attend the
meeting at the time agreed by the agents. This time can be derived using Group
FEzxpected Utility GEU,(t) which is calculated by the following formula.

GEU(t) = GPi(t) x GU,(t)

Using GEU;(t), an agent can decide what kind of action to take. For example,
assume the following situation: There are five attendees ([Ay, Az, ..., A;5]) and
there is no time at which all of them can attend the same meeting, which means
GEU;(t) = 0 for all t. If, however, the attendees are separated into two sets —
such as [Ay, Ay, A3] and [A;, Ay, As] — each of which corresponds to a meeting
different from the other, they can meet.

!This problem needs further investigation. Tt is also mentioned in the section “Optimality

and Social Welfare” in [2].
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(a) Face model (b) Facial shape model

Figure 1: Qualitative models of face and facial shape

4 RECOGNIZING EXISTENCE OF USERS

To obtain such information as Individual Probability discussed above, our meeting
system has to know the status, typically the existence, of its user. In this section,
we sketch the characteristic of the face detection algorithm used in our meeting
system.

Among several model-based methods proposed so far for detecting human faces
in images taken through a camera, we utilized an extended version of the robust
Qualitative Model for Face (QMF)[11]. The original QMF method is robust against
variations in lighting and local face deformation. When utilized in desktop meeting
environments, however, the method has a strong tendency to detect not only facial
regions but also non-facial regions in the input images. We introduced a new idea,
called shape analysis, into the QMF method, which overcome these drawbacks.

This method is divided roughly into two phases.

1. Obtaining the candidates of facial regions
In this phase, the candidates of facial regions are obtained using the original
QMF method. Figure 1(a) is an example of a facial model. The image
intensity and the edge intensity are compared between this model and an
area in the image obtained from a camera, and the area is detected as a
candidate for a facial region if they match.

2. Selecting the facial regions from the candidates
As mentioned above, these candidates often contain the non-facial regions.
To remove these regions, the shape of the edges of each candidate is compared
with the face model shown in figure 1(b). The comparison, which is called
shape analysis, is performed from the viewpoint of the amount of vertical
and horizontal components which are represented bye “|” and “-” in figure
1(b). We can select much more reliable facial region candidates using this

method than the original QMF method.

The models used here are acquired from the actual facial images of the users.



Figure 2: Face recognition results

Figure 2 shows an example of facial region detection. The vision agent Two
facial region candidates (A) and ( ) are retained in the first phase (see Figure
2(al) and (bl)), but (A) is excluded (the non-facial region) in the second phase
(see Figure 2(a2) and (b2)).

SCHEDULING ROTOCOL
In this part, we describe the protocol of non-committed scheduling.

Messages

To exchange information used for scheduling, the following five messages are de-

fined.

This message is sent from the host to each invitee when scheduling of the

meeting is requested.
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Each invitee sends its Individual Probability and Individual Utility using this

message.
)
The host sends the roup Utility and the roup Probability of the meeting
to each invitee using this message.
)
This message is used to change the user’s status, such as present/absent.
)

The host sends this message to each invitee when all users can attend the
meeting.

Message Se ences

The message sequence of non-committed scheduling can be divided largely into
three phases: nnouncement phase  egotiation phase and  eeting setup phase

e Announcement phase

When a user initiates meeting scheduling, agents start exchanging informa-
tion in the sequence as follows:

1. The agent that receives a request from its user becomes the host agent
for the meeting, and announces the meeting to each invitee agent using
an message.

2. An agent that accepts the Announce message becomes an invitee agent
for the meeting. After generating Individual Probability and Individual
Utility for the meeting, it sends those parameters to the host agent
using an message.

3. After collecting the messages from the invitee
agents, the host agent merges them into group parameters, i.e., roup
Utility and  roup-Probability. It then returns these parameters using
a message.

4. After receiving the message, each agent decides
what actions to take, such as advising its user at what time he/she
should start the meeting, etc.

o Negotiation phase

After each agent has received the message at the end of
Announcement phase, the negotiation phase begins. If the Individual Utility
or Individual Probability of an agent changes for some reason during this
phase, the other agents have to be informed of the change. In this case,
messages are exchanged as follows:
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Figure 4: System architecture of Socia

1. The agent whose parameter changed sends the new parameter to the
host agent using an message.

2. After receiving the message, the host agent
re-merges the parameters, and sends the new group parameters to each
agent.

In the mean time, each agent sends information of its user’s status (e.g.,
present/absent) to the host agent using messages in a continual
fashion. The user’s status is provided by the behavior recognition algorithms
described in the previous section. The host agent collects this information,
and if all the users can attend the meeting and agree to, the host settles on
the start the meeting.

Meeting setup phase

This phase begins after settling on the start of the meeting. A meeting starts
in the following way:

1. The host agent sends a message to each agent.

2. Each agent sets up conferencing tools (e.g., video conferencing tool,
white board, etc.) and the meeting starts.



Figure 3 shows a typical message exchange between two agents, i.e., one host
and one invitee.

IM LEMENTING SOCIA

As mentioned in the Introduction, we implemented a desktop meeting environ-
ment Socia with vision agents. Meetings are arranged based on non-committed
scheduling, and with this system users can hold meetings on their workstations
using multimedia conferencing tools.

Figure 4 shows the current architecture of Socia. We used an 5 I workstation
with a camera and a microphone as the user interface, and a Sun workstation to
implement non-committed scheduling.

The current version of the Socia vision agent consists of three programs (SMP,

TMD, and FRP) all of which were implemented for Socia and two conferencing

tools ( and ) available as M ONE tools:

e Scheduling Management Program (SMP)

This program implements non-committed scheduling. SMP exchanges infor-
mation such as probabilities and utilities as discussed above with SMPs that
belong to other agents. It also handles inputs from user, such as requests of
meeting scheduling or change of utility. The whole system is controlled by
this program.

e onferencing Tool Management Daemon ( TMD)

TMD controls the two conferencing tools and the face recognition program
described below. The current version of the daemon is comparatively simple:
it executes/kills conferencing tools and passes the information acquired by
face recognition after receiving a request from SMP. It can be developed into
a more sophisticated user interface, or possibly an interface agent, in the
future.

e Face Recognition Program (FRP)

To realize the intelligent recognition of agent behavior, we decided to add
the ability to recognize the user’s status to Socia. This program detects
the user’s face from fixed images acquired from the camera and passes the
information of the user’s status to the agent, mainly to SMP. The current
version can only recognize whether there is a face in an image or not, and
this is used to “recognize” the user’s presence.

Y

is a video tool and is an audio-conferencing tool. They were originally
intended to be used with IP-multicast, but currently we use them point to
point. oth programs are available from major FTP sites.



Figure 5: Display image of Socia

To implement the agent-to-agent communication, we used AgenTalk protocol
description system [8], which is designed to facilitate the development of multiagent
coordination protocols. It has been developed by NTT and yoto University. The
version used for Socia is implemented on the top of and Allegro ommon isp
and is running on SUN and S I workstations, where agents communicate over
T P/IP.

The vision system consists of a host computer, a real-time image processing
system and a T camera attached to the top of the computer display. The host
computer detects facial regions from images taken through the camera. The real-
time image processor| |, which executes template matching in real time, tracks
facial regions and their parts, such as eyes and a nose.

A snapshot of the display image is shown in Figure 5. The windows at the center
are and , and the windows with graphs in the left are what we call schedule
windows. Fach schedule window corresponds to a meeting being scheduled, and
the graphs in it show the IU,;(t), I P;;(t), and GEU,;(t) of the meeting.

To input IU;;(t), we implemented the Ul-based editor shown in Figure
Using this editor, a user can input his /U;; by dragging the graph itself with his
mouse. In the current version, I P;;(t) is also input using this editor, though this



Figure : Utility editor

is to be improved because I P,;(t) can be calculated from factors such as the user’s
calendar and his/her current status.

CONCLUSION

In this paper, we discussed desktop meeting systems, concentrating on the aspect of
meeting scheduling. To enable a meeting to be scheduled at an mutually acceptable
time, we chose to use agents that work on their user’s behalf. When an agent
schedules a meeting, it is not always appropriate for the agent to decide its user’s
schedule without his/her consent. We proposed an alternative scheme called non-
committed scheduling, and implemented it in our desktop meeting system Socia.
The current version of Socia is implemented as a set of desktop vision agents that
perform schedule management, conferencing tool management, face recognition,
etc., and we used AgenTalk to describe the protocol among them.

Since Socia is still in an experimental stage, it needs further improvements. For
the face recognition, another important task for the agent is to recognize facial
gestures. The agents could recognize gestures, for instance sleeping, nodding,
tilting and so on, by continuously estimating the direction of the face. For the
protocol, it is possible to investigate the aspect of meeting organization such as
the meeting division mentioned in the previous sections.
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